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How do you tell an interactive story?

It sounds like a simple question: "How do you tell an interactive story?" But in reality it contains 
a deep philosophical contradiction. If being interactive has any meaning, then it must be that the 
person who is experiencing (viewing, listening to, playing, reading) the interactive story affects 
the way the story goes, and perhaps even the way it comes out. That's what makes a story 
interactive. But to tell a story implies that you have a story to begin with. How do you tell a story 
when you do not and cannot know exactly what the story is in advance?

The starting point of a useful answer to this question, as any interactive storyteller would attest, 
is that there are limitations. Either you put limits on the viewer, or your story, or both.

You can limit the viewer of your interactive story to activities such as playing with gadgets and 
solving puzzles, which may entertain but do not advance the story: getting the bunny to hop by 
clicking on it, but not in a direction of your choosing. Such a narrative would be only marginally 
interactive. Or you can limit your story to the idea of a story, minus the details, with the viewer 
himself ultimately responsible for the story. Consider, for example, the excellent simulation of a 
village economy, SimCity: like L.A. in Dragnet, it has a million stories; only in SimCity none of 
the stories exist until you run the program and start developing real estate. The story you get may 
be long or short, poignant or pedantic; all SimCity guarantees is that the story will fit the 
SimCity model of urban development. SimCity is immensely entertaining and informative, as 
many good simulations are; but a simulation is not by itself a narrative.

There is, finally, a middle path, which is the one followed by most writers of interactive 
narratives. The author limits both the viewer and the story: the viewer to a finite set of choices, 
and the story to a finite set of outcomes. As we shall see, there are many ways that this can be 
done, but in all cases the limits are stringent.

Interactive stories being written today range from hypertext novels to text adventures to 
interactive multimedia titles. Any and all media are up for grabs; for the computer every medium 
is just another bit stream anyway. But for all these stories in all these media, the range of 
underlying narrative structures is rather condensed. A small number of interactive models, i.e., 
mechanisms for limiting the viewer's choices and the story's outcomes, account for most of the 
interactive stories published to date. Many more such models are possible, however, meaning 
that a vast world of creative opportunities has yet to be exploited. In fact, it has yet to be even 
charted.

If Columbus had not been equipped with a map that underestimated the diameter of the earth by 
half, he may never have set sail in a westerly direction. Whether the earth would have been better 
or worse is a question I will leave for others, but most explorers prefer to start a journey with as 
good a map as possible. The following links lead to a rough map of interactive storytelling, with 



the boundaries demarcated and the charted territory plotted out. And for the vast spaces yet to be 
explored, a few possibilities penciled in.

The Boundaries: Limits of a Nonlinear Narrative Structure 

The narrative structure of story is the way in which the story is told. Traditional books, plays and 
movies have a linear narrative structure. Although the contents of the story may be nonlinear 
(flashbacks, foreshadowing, etc.), the telling of the story is linear, from page to page or frame to 
frame in a fixed order. An interactive story, in contrast, has a nonlinear narrative structure: there 
are multiple paths that the telling of the story can take, depending on the actions of the viewer.

The most basic nonlinear narrative structure is the decision tree. At various points in the story a 
decision is made that sends the telling of the story down one path or another. The decision may 
be an event in the story itself ("Do you get on the plane with Laszlo or stay on the tarmac with 
Rick?"), or it may be an explicit interaction with the narrative structure (“We’ll always have 
Paris.”). In its most general form, a decision tree is open-ended: a decision may allow the story to 
branch in completely different directions, and these directions are completely independent of 
each other. This is what "real life" is like. If you have a child, move to Cleveland, or join the 
army, your life in each case will never be the same, and what might have been is lost forever as 
an option. Even the most trivial of decisions ("Chocolate or vanilla?") may in principle have such 
an effect, though it is impossible to know in practice because one particular limitation of the 
"real life" narrative is that the story is told only once.

A decision tree is an interesting but difficult object. The sharpest problem arises out of its 
mathematical properties, apart from any narrative content.

The Mathematical Limit

Inescapably, an interactive story that follows the open decision tree model quickly runs into the 
unforgiving mathematics of geometric progression. A simple example will serve to illustrate. 
Imagine writing a story that presents the reader with a choice at the end of each page, with each 
choice leading the story in a completely different direction; thus, at each decision point, the 
reader is selecting one of two mutually exclusive sets of pages to view subsequently. Then, for 
example, if you wanted the story that the reader ultimately reads to be a two page story, you 
would have to write three pages, the opening page and the two possible continuations. If you 
wanted to write a short fable of, say, five pages; you would have to write thirty-one pages, a not 
unreasonable task.

But suppose you wanted to present your reader with a short story of modest length, perhaps a 
dozen pages. Then you would have to write about four thousand pages. A slightly longer twenty 
page story would require you to write a million and some odd pages. And a forty page novella 
would need over a trillion pages of material! Clearly this model will not work for interactive 
stories of any complexity.



But with a minor adjustment the decision tree model can be made useful. We simply require 
many of the branches to converge: certain completely different sequences of decisions will leave 
you in exactly the same place in the story. No longer does every possible decision require an 
entirely new story line; with sufficient convergence even a large number of decisions can be 
handled by a reasonable amount of material. To avoid getting caught up in a geometric 
progression, the decision tree must be completely or almost completely closed, i.e., almost every 
path must converge. There may be two ultimate outcomes, or two dozen, but nowhere near the 
five hundred billion possible outcomes for the forty page novella described above.

Mathematically, what we have is no longer a tree; it has become a graph. But "structure" is 
perhaps a better term, since it is exactly that: the narrative structure of the story. And in reality, 
the essence of the problem is economic: loose branches are expensive, convergence reuses 
material and thereby lowers cost.

The next problem the interactive storyteller faces has more to do with artistic expression than 
economics, but poses no less of a burden.

The Interactive Dilemma

The interactive dilemma may be described as the unavoidable tension between the author's goal 
to express something specific and the viewer's freedom to choose among different narrative 
possibilities. This echoes the question posed at the beginning of this paper, and relates as well to 
much of the discussion among students of hypertext on the topic of reader-as-author, since it is 
the viewer's narrative choices that comprise her authorial contribution.

The solution to this problem almost invariably involves placing further limits on the viewer. 
There may exist messages that rely so little on the narrative itself that the viewer can be given the 
latitude to change the story at will, but in all other cases the viewer's choices must be carefully 
constrained so that he does not obstruct the author's message.

The final limit we will look at is an unavoidable consequence of forsaking linearity.

The Chronology Problem

Most stories have a defined sequence of events, or chronology, without which the story makes no 
sense. If there are any cause-and-effect relationships between events in a story (and there almost 
always are), then there is a chronology that cannot logically be reversed. If, as in most cases, 
there are many cause-and-effect chains in the story, then the chronology must satisfy a large 
number of dependency rules for the story to work.

If the telling of a story is linear, then that story has a default chronology, which is the chronology 
of the telling. That is, if nothing else is said, the first events described are the ones that happened 
earliest, the lasts events described are the ones that happened last, and everything that happens in 
between is described in order. This is simply the default; stories with flashbacks and 
foreshadows, i.e., events described out of sequence, can have a much more complex chronology. 
Many literary devices are available to bend time; but no device is necessary to describe a well-



ordered sequence of events linearly: it is what happens automatically unless an effort is made to 
the contrary.

If the telling of a story is nonlinear, however, there is no default chronology. The telling may go 
along many paths, each with its own implicit chronology. But if there are chronological rules to 
be enforced, the author must assure that the chronology that emerges from each telling fulfills 
those rules. Naturally, this translates into limits on the viewer's choices.

Charted Territory: Nonlinear Narratives in Practice

The limitations of nonlinear writing are real and daunting. However, this has not prevented 
authors from attempting to create interactive stories, and it has not prevented some of the 
attempts from working effectively. Most of these follow one of three models of interactive 
storytelling, which we will now examine. Our analysis will include a look at how each of these 
approaches addresses the fundamental problems described above.

Hypertext

Hypertext refers to a set of viewable information objects which contain embedded, easily 
navigable links to each other. Although hypertext is more often associated with reference works 
and pedagogic material than with storytelling, the body of hypertext fiction is growing steadily, 
driven in no small part by the popularity of the World Wide Web.

The hypertext decision structure is naturally closed; dead ends are rare. It is a perfect decision 
structure in the sense that Platonic solid is called perfect: every path converges; all paths are 
explicit; all directions are equal; and every decision is valid. Hypertext narratives have their 
strongest impact when the links themselves communicate meaning, which occurs when the 
viewer has traversed enough paths and begins to visualize the narrative structure as a whole. The 
links can then form a kind of sketch, distilling the story into a single timeless image. On the other 
hand, if the links fail to carry any meaning of their own, if they are just links, the interactivity is 
reduced to a procedural convenience for reading the text electronically, and the ability of the 
viewer to affect the story vanishes.

Regarding the interactive dilemma and the problem of chronology, the author of a hypertext 
narrative gives up control over the sequence and timing of the story. The rich set of navigational 
abilities standard in most hypertext environments means that the author cannot typically force 
the narrative in any particular direction for very long. The number of choices available at one 
time is usually limited (seven is a typical number), but beyond that the viewer is free to choose 
which, when, and whether. The narrative challenge of hypertext is akin to writing a story on a 
deck of playing cards, with a fresh shuffle before each telling. Of course, the viewer's 
navigational choices are not really random, but for the author they may as well be, at least until 
hypertext produces its Hitchcock to discover ways to draw a viewer down a story line against his 
will.



Linear Narratives With Embedded Nonlinear Elements

Another approach to interactive storytelling is to converge the paths so much that the narrative 
structure is on the whole linear, with isolated nonlinear digressions, usually puzzles or games. 
Many examples may be found among children's multimedia titles of the popular animated 
storybook genre. In these examples the story always follows the same path, but the viewer can 
often click on a character or object and get a sideshow of some kind. If these sideshows do not 
have any effect on the subsequent story, then they are only locally nonlinear and globally the 
narrative remains linear. Being globally linear largely avoids the problems of nonlinearity.

It is fair to say that in a story that follows this approach, the interactivity serves as decoration and 
illustration rather than as an integral part of the narrative. Its most appropriate use is for adapting 
books and other linear works to multimedia.

Maze Stories

By far the most widely used model for interactive storytelling is the maze. The first interactive 
story built on the maze model was Adventure, a computer game developed on minicomputers in 
the 1970's. Adventure allowed the viewer to explore a vast system of interconnected 
underground chambers, moving at will from room to room, collecting clues and other objects for 
use in solving the central puzzle of the game. In subsequent text adventures, as the genre came to 
be known, the caves were often replaced by buildings, royal palaces, or Martian bases, but the 
underlying form remained the same. As graphics of reasonable quality and performance became 
common, the graphical form of the maze story began to emerge, in which the maze is visually 
rendered and integrated into the imagery of the story. The vast majority of interactive narratives 
released on CD-ROM are graphical maze stories.

In contrast to hypertext, the links in a maze story are metaphorical rather than literal. They 
depend on, and are limited by, an allusion to a physical model of interconnection. This physical 
model translates the decision tree into a space of some sort (cave, island, haunted house) through 
which the viewer moves. The paths naturally converge, because they are physical paths in a 
closed space.

The metaphorical nature of the links is also the maze model's answer to the interactive dilemma. 
The storyteller depicts the entire decision structure metaphorically (interconnected rooms in a 
house, for example), works the metaphor into the story as an omnipresent theme (you are always 
in the house), and uses other elements of the story to limit the viewer's freedom of choice 
without diminishing the metaphor (you can't get into a particular room because you don't have 
the key). The viewer ends up perceiving much more freedom of choice than he actually has; this 
in turn gives the author more control, and more opportunity for expression.

The problem of chronology is not so easily solved, however. Each potential component of the 
narrative is associated with a physical location, and becomes part of the narrative only when and 
if the viewer arrives at that location. Some viewers will get to locations faster than others, and 
not all viewers will visit every location. The player drives the narrative by moving through the 
space it occupies; thus, whereas traditional stories move through time, maze stories move 
through space. This substitution of space for time is an obstacle to establishing a chronology. It 



can leave the viewer with the sense that time has been drained out of the story, that much of the 
story took place long ago. It can also make the characters in the story seem outside of time, 
which means less real. This is the price the storyteller must pay to use this model.

One way maze stories solve the chronology problem is by presenting two intertwined stories: the 
story from long ago that the viewer uncovers and the present story of that uncovering, the former 
unchanging and the latter created anew with every telling. The unchanging story can deliver the 
bulk of the narrative information, while the ever-fresh story of discovery can give life to the 
experience.

From Adventure to Zork to Myst, maze stories have achieved phenomenal popularity. This 
should not be surprising. The metaphor which lies at the heart of a maze story serves many 
powerful functions at once: it informs the user how to proceed; it recurs through the narrative, 
providing a perfect vehicle for establishing a visual or verbal style, setting an emotional tone, or 
communicating a thematic idea; and, perhaps most significantly, it draws the interactivity into 
the story itself. The viewer has no choice but to enter the world of the narrative, and on its terms.

The maze story author's primary challenge is to make this world one that the viewer wants to be 
in and wants to explore. Most often this is accomplished by presenting enticing puzzles for the 
viewer to solve, leading up to a grand puzzle that becomes the climax of the story and determines 
its outcome. The most enjoyable maze stories, however, are the ones in which the world of the 
narrative is intrinsically interesting and worth exploring.

The Uncharted Frontier: New Nonlinear Approaches

Although the existing approaches described above are sufficient to create interactive stories of 
great beauty and power, there is no reason to suppose that they are the only approaches possible. 
And there is every reason to look for new approaches. Not all great novels are in one aisle of the 
bookstore. How do we get to the next aisle?

In analyzing the existing models of interactive storytelling, and in particular the maze model, we 
identified the features that make these models work. We can now integrate these same features 
into new narrative models, hopefully resulting in blueprints for the creation of entirely new 
genres of interactive stories, and at the very least illuminating directions for artistic exploration.

Surprisingly, we can find many candidates for such narrative models among stories in traditional 
media. The following ideas may serve as a starting point.

Interactive Theater and the Character Space Model

Several experimental theatrical productions over the years have sought to make the theater 
experience more interactive. One approach has been to produce a play on a number of separate 
"stages" (often adjoining rooms in a nontheatrical setting such as a house) simultaneously. 
Characters in the play move from stage to stage, as do the members of the audience as they 
follow the characters that interest them.



This suggests a possible model for an interactive story, which we may call the character space 
model. In this model, the viewer navigates among the characters in the story (the character 
space), and at any time sees only the part of the story in which the currently selected character 
plays a role. This is simply a variation on the maze model, with characters replacing rooms as the 
navigational targets.

Now we face a crucial question: what can the viewer actually do in character space? In a typical 
maze story, the viewer is able to move, look around, manipulate physical objects and perform 
various other physical tasks. We could simply give the viewer these same abilities but in 
vicarious form, through the character she has selected. However, this would run the risk of 
turning the selected character into a zombie, which would probably make the story less 
interesting. Perhaps a better approach would be to give the viewer the ability to manipulate the 
thoughts, motivations, and/or emotional state of the selected character. To avoid running into the 
familiar problems of nonlinearity, this ability would have to be quite limited and the number of 
distinct states would have to be kept small. This should still allow for a rich and interesting 
system, since research has shown that quite complex human behavior can be effectively modeled 
with a small number of variables.

Here are two potential advantages of the character space model over the maze model. First of all, 
by taking away the viewer's ability to move and act physically, we remove the viewer as a de 
facto character in the story. She may influence one character or another, but all of the characters 
and their possible behaviors are defined by the author, who can therefore control the chronology 
of the story much more tightly than in a maze story. Secondly, in many stories what goes on 
inside the heads of the characters is more important that what goes on outside; the character 
space of such stories is likely to be much more interesting than the physical space.

Rashomon and The Multiple Reality Model

In the classic Kurosawa film Rashomon, various witnesses provide completely contradictory 
accounts of an event. The film does not indicate which recollection is correct; each account in 
turn is depicted equally realistically. The sense by the end of the film is that all we have seen is 
unreliable, and that no account is completely true (or completely false).

Rashoman is deliberately and pointedly inconsistent, but uses this tactic to make a coherent and 
powerful statement. This is a capability which could be of particular relevance to an interactive 
story, if it allows the story to abandon the pretense of a explicit, unifying reality in favor of 
competing, possibly inconsistent realities. To the extent that inconvenient consequences of the 
viewer's choices could be ignored, a story based on such a multiple reality model could give the 
viewer more freedom.

But the logical inconsistency found in Rashomon is not the only kind of multiple reality 
imaginable. A more subtle multiplication of reality occurs when the witnesses to an event view it 
in ways that are simply very different rather than contradictory. Rashomon's multiple realities are 
subjective but pretend to be objective (in order to convince the magistrate); dropping this 
pretense would allow each subjective reality to be judged and appreciated on its own terms.



How would the multiple reality model work in practice? We could implement it as a variation 
(once again) of the maze model, with the navigation occurring between realities as opposed to 
physical locations. These realities could be associated with characters, in which case it would 
work much like the character space model. Or these realities could be of a different sort: 
different levels of meaning, different planes of existence, etc. Moving from reality to reality may 
be intrinsically interesting enough that the viewer would no further interactive ability; in any 
case, even simple actions by the viewer could be multiplied in their significance by the number 
of separate realities in which they occur. The viewer's actions could thus be highly constrained 
without detracting from the viewer's experience. This in turn makes it much easier for the author 
to avoid the pitfalls of nonlinearity.

There is, however, a particular narrative challenge inherent in the use of the multiple reality 
model. For the story to be satisfying, a unifying force must be found to tie the pieces of the story 
together, the way the criminal investigation into the contradictory accounts does in Rashomon. 
The author must construct the multiple realities so that they interact with each other in some 
way. If done effectively, this interaction will do more than just hold the story together; it will 
most likely serve as the vehicle for the central message of the story.

Overseas and The Intersecting Stories Model

The 1991 film Overseas, directed by Brigitte Rouan, depicts the lives of three French sisters in 
Algeria during that country's war of independence. Each sister's story is considered in turn; as the 
sisters' lives intersect, we see certain events depicted more than once, each time from the point of 
view of a different sister.

The result is remarkable. The events in which the stories intersect become reference points, and 
like in Rashomon, each time we witness the event the point of view and the significance of the 
event are completely different. But unlike Rashomon, most of each story takes place separately 
from the others, and where the stories do intersect, the factual accounts are identical. What 
changes is the viewer's experience: details that are mundane and trivial in one sister's account 
take on great significance in the next, while previously important matters are reduced to 
insignificance. On a more subtle level, the different motivations and emotional lives of the sisters 
give each story its own tone; as the story moves through an intersection point, this tone 
illuminates particular feelings and reactions that are invisible in the other stories. The cumulative 
effect is to give greater depth to all the characters in the film, even the minor ones, as each 
successive story unfolds.

Another achievement of the narrative structure of this film is its handling of the interdependent 
chronologies of the three stories. The chronologies intersect frequently, and generally at 
significant points in one or more of the stories. Nonetheless, what we see in the earlier stories 
does not spoil the suspense of the later stories, and what we see in the later stories never seems 
repetitive even though we may have seen it before. This is due in part to the fact that the three 
stories have distinctly different dramatic structures: the mix of drama, romance, comedy and 
adventure is unique in each story. Yet it all hangs together, because the structure of each story is 
well suited for its main character. The resulting narrative whole is a reflection of the sisters 



themselves: each sister is completely different, and somewhat of a mystery to the others, but 
their connection to each other is convincingly real, deep, and powerful.

The narrative structure of Overseas is uniquely suited to interactive storytelling. In an interactive 
version, which could be called the intersecting stories model, the stories themselves represent the 
viewer's navigational space, and the intersecting events constitute the navigable links. This 
approaches a pure narrative exploration; in this regard the intersecting stories model relates 
naturally to the medium of hypertext, and should indeed work well as a model for hypertext 
stories. A different strategy would be to apply another layer of metaphor to make the narrative 
exploration appear to be something more immediate and real. For example, the intersection 
points could be defined as physical locations, and moving from story to story could be 
accomplished by physically traversing a location.

The biggest difficulty with the intersecting stories model is the problem of chronology. A few 
simple rules may be needed; for instance, when the viewer moves to a new story, he could be 
automatically positioned at earliest unseen event in that story. Of course, these rules could vary 
with the requirements of the story, and in some cases may be altogether unnecessary. Much 
depends on the scope of interaction available to the viewer within the confines of each story. A 
clever approach would be to construct the stories such that their interdependencies are reduced to 
seemingly unimportant details (as is often the case in Overseas itself), in which case putting them 
off limits may not seem burdensome to the viewer.

Conclusion

Interactive storytellers have gotten a lot of mileage from a small set of models. But many 
interactive stories will remain untold until new models come into being. Perhaps some of the 
models described above will do the job; perhaps not. The discussion is worthwhile even if the 
only result is to show that new models are possible; this is all it takes to drive the process of 
creative exploration forward. In any event, we shall soon see for ourselves the new breed of 
interactive story, whatever it looks like; the explorers are already out to sea, and they will not 
return with empty holds.
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